


small number (possibly one) of active streams. These
streams have resources allocated to them, and the stream
manager controls their data flow. The other streams are
idle, waiting for resources. The unit of interleaving, i.e.
how long a stream remains active, is defined by the
application, and will typically have some relationship to
the structure of the application data.

6. Data reshuffling in support of high-speed I/O

To efficiently utilize the large number of processors in a
distributed-memory computer, applications typically use
data parallelism. Data is partitioned into equal-sized
blocks, which are distributed across the processors, and
each processor operates on the data that is assigned to it.
Both the type and granularity of data partitionings varies
widely between application. As a result, I/O operations
include an extensive scatter/gather operation that is
application specific. The scatter/gather operation also has
to deal with striping the data stream over multiple buses
to achieve higher throughput, as was discussed in the
previous section.

In this section we first describe some commonly used
data partitionings, and we then discuss how data
partitioning can be handled efficiently.

6.1. Data partitioning

Figure 8 shows some of the mappings that are used by
iWarp applications. The row-swath partitioning is used
by the Adapt image processing environment [25]. The
coarse-grain block partitioning is used by several image
processing applications and fine-grain block partitioning
is used in the iWarp implementation of the LAPACK
library [14]. All three examples are instances of one or
two dimensional block-cyclic partitionings.

1/O of a distributed data structure becomes harder as the
partitioning is finer. A good measure of the granularity is
the size of blocks of data that are contiguous both on the
network and in the system: when a data structure is
partitioned in smaller blocks, the task of gathering the
data for transmission over the network will be more
significant. Table 1 shows the block size and number of
blocks for the partitionings of Figure 8 for an NxN matrix
mapped on a pXp processor array, using a blocking factor
of b for the fine-grain mapping; we assume the array is
sent over the network in row order. A specific example is

given in Table 2. We see that the block sizes are quite
small for the 2D partitionings.

6.2. Strategy

Distributed-memory machines can deal with the data
distribution in a number of ways. In a first approach,
array cells send data to the interface independently and
the data is sorted out and grouped by the interface. This
approach is simple to implement, but even if the overhead
for sending and receiving blocks to or from the internal
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Matrix iWarp array

(a) Row-swath partitioning over 4 by 4 array

Matrix iWarp array

(b) Coarse-grain block partitioning over 4 by 4 array

Matrix

iWarp array

(c) Fine-grain block partitioning over 2 by 2 array
Figure 8: Common data mappings on iWarp

Name Type Block Number
Size of Blocks
Row-swath 1D block N><ﬁ2 p?
p
Coarse-grain block | 2D block g Nxp
Fine-grain block | 2D black- -;b- Nxpxb
cyclic P

Table 1 Granularity of 3 common mappings

interconnect is small, the interface will become a
bottleneck for fine-grain data partitionings.

In the approach we selected, the processor array is
responsible. for the scatter/gather operation. On transmit,
it constructs large messages and presents them to the




Name Block Size | Number of
(elements) Blocks
Row-swath 16K 64
Coarse-grain block 128 8K
Fine-grain block 64 16K

Table 2 Block counts and sizes for N=1024, p=8, and b=2

interface in an efficient way, for example striped across
multiple pathways. On receive, it distributes the data
across the processors. This approach is attractive for two
reasons. First, the interface cell only has to deal with
large blocks of data, independent from the data
partitioning inside the array. This minimizes the cost on
the network interface of exchanging data with the system.
Second, distributed-memory machines typically support
high-bandwidth inter-node communication, and since
reshuffling parallelizes very well, many links can be used
at the same time. As a result, the processor array can
reshuffle data efficiently. A similar approach has been
proposed for disk I/O [1].

The number of different mappings, and thus reshuffling
operations needed to create appropriately sized blocks, is
potentially unlimited. However, a small set of mappings
is frequently used, and it is possible to create a data
reshuffling library that reshuffles between these mappings
and an I/O mapping, a mapping that is well suited for I/0.
The data reshuffling library can be optimized to make
optimal use of the communication resources in the
distributed-memory machine.  Note that array-level
compilers that map a program onto the distributed-
memory system know about the mapping of the data
structures, understand the architecture of the system (e.g.
number of buses), and can insert the appropriate calls to
do any reshuffling in preparation of I/O.

6.3. Performance

We developed a library that deals with block-cyclic
mappings, which includes the mappings of Section 6.1
[4]. The library takes as input a data structure distributed
using a block-cyclic mapping, for example the coarse-
grain block mapping of Figure 8b, and reorganizes the
data in contiguous blocks of 8KByte that are distributed
as show in Figure 9: adjacent blocks are in adjacent cells.
Once the data is organized following this I/O mapping.
each column pair can send the data in parallel to the HIB
over the connections shown in Figure 10, where there are
placed contiguously in staging memory to form a
contiguous 64KByte message. This is the most efficient
way for the HIB to receive data.

Figure 11 shows the throughput we can achieve between
the iWarp system and the HIB for different message sizes
and when different numbers of buses are used, under
optimal conditions, i.e. the data is stored in the cells
labeled A-D in Figure 10. We see how we have to use
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multiple pathways to achieve HIPPI-like throughput. For
example for the above example of 64KByte messages, we
achieve a throughput of over 140 MByte/second using
four pathways. Note that in the case of 2 and 4 pathways,
the size of the messages transferred over each pathway
are respectively one half and one fourth of the total
message size.

Figure 12 shows the bandwidth between the iWarp
system and the HIB for different partitioning granularities
the x-axis gives block size of the partitioned data
structure.  The measurements include the cost of
reshuffling the data into the I/O mapping of figure 9, and
of transferring the data to the network interface. The
numbers are for a coarse-grain block partitioning of a
512KByte data structure, but other block-cyclic
partitionings give similar results. We see how reshuffling
allows us to achieve high throughput, even for the very
fine partitionings. One of the reasons for the good
performance is that some of the reshuffling can be done in
paralle] with the transfer to the HIB.



—_

(=)

<
1

4 pathways
2 pathways
1 pathway

x %

=

(=1
T

+

N
(=3
T

Throughput in MByte/second

g

X
X

4

1 . I Il ]

4 8 16 32 64 128
Size of total transfer in KByte

0

Figure 11: Raw bandwidth between the iWarp
array and the network interface

= 140
=)
[
2120 t/"‘\-x\m\ X
R,
M
€ 100t
3
(=¥
B
2 80T
=
F
60
40r
20F
0 L L 1 H A JE— |
128 256 512 1024 2048 4096 8192
Block Size (Bytes)

Figure 12: Throughput between the iWarp array
and the network interface for a distributed data structure

In order to evaluate the end-end path between the iWarp
system and the network, we created a minimal iWarp
application that creates simple images and sends them to
the HIPPI framebuffer. We observed a sustained
throughput of 53 MByte/second. This number includes
minimal processing on the system, striping across 4
pathways, and communication processing for raw HIPPI
and framebuffer control on the network interface.
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7. Conclusion

Achieving high-speed network 1/0O on distributed-memory
systems is difficult because their architectures is in
general ill-suited for communication processing. Some of
the common problems are: inability to do protocol
processing, inefficient handling of distribution of data in
the array, and management of the I/O. In this paper we
presented an I/O architecture that supports high-speed
network I/O. We perform several communication tasks
on the distributed-memory system since it is more
powerful than the network interface, and thus less likely
to become a bottleneck. Specifically, management of the
distributed data is performed on the system, while
protocol processing is performed on the network
interface, with hardware support for memory intensize
operations, i.e. checksumming and data movement.
Management of I/O is the shared responsibility of the
application on the array and system software on the
network interface.

We emphasize the use of simple I/O mechanisms that can
be used by programming tools that map applications on
the distributed-memory system to implement efficient I/O
for the class of applications they support. Examples are
the stream concept and the reshuffling libraries. General-
purpose complete 1/0 solutions are likely to be inefficient,
given the wide diversity of applications in distributed-
memory machines.

We described an implementation of this I/O architecture
for the iWarp distributed-memory system. Our
performance results show that the architecture supports
high-speed network 1/O.
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